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1 Interpretations of ridge regression

1.1 Closed form solution from OLS

In order to show that the closed form solution of ridge
regression can be obtained by solving the ordinary least
squares problem using the augmented data set, we
start with the objective of the ridge regression which
we want to optimize with respect to w and w0. That
is:

L(w;wo) =

n∑
i=1

[y(i) − (wTx(i) + w0)]2 + λ||w||22 ⇒

∇w0
L(w;wo) =

n∑
i=1

∇w0
[y(i) − wTx(i) + w0)]2

=− 2

n∑
i=1

y(i) − wTx(i) + w0)

=− 2nȳ + 2nwT x̄+ 2nw0

Where: z̄ = [z̄1, z̄2, ..., z̄n]T
At the minimum, ∇w0L(w;wo) = 0, so w∗0(w) =

ȳ − wT x̄. Then we get:

L(w;wo) =

n∑
i=1

[y(i) − (wTx(i) + w∗0(w))]2 + λ||w||2

=

n∑
i=1

[y(i) − (wTx(i) +−ȳ + wT x̄)]2 + λ||w||22

=

n∑
i=1

[z(i) − wT c(i)]2 + λ||w||22

=

n∑
i=1

[z(i) − wT c(i)]2 + λ

d∑
j=1

(w(j))2

=

n∑
i=1

[z(i) − wT c(i)]2 +

d∑
j=1

[z(j) − wT c(j)]2

=

n+d∑
i=1

(
z(i) − wTx(i)

)2

Thus the solution w that minimizes the original loss
function is the same as the w that solves the linear re-
gression on the augmented and centered data. Then
the two closed forms solutions will be the same.

1.2 Connection to Gaussian distribu-
tion

We have:

P (w) =det(2πτI)−
1
2 e−

1
2w

T (τI)−1w

P (D|w) =P (X|w)P (Y |X,w)

=P (X|w)det(2πσ2I)−
1
2 e−

1
2 (Y−Xw)T (σ2I)−1(Y−Xw)

Then, given that we have P (D) we get that:

P (w|D) ∝P (w)P (D|w)

∝(2πτ)−
m
2 (2πσ2)−

n
2 P (X|w)e−

1
2τ w

Tw− 1
2σ2

(Y−Xw)T (Y−Xw)

Treating P (X|w) as constant, we have:

P (w|D) = e−
1
2τ w

Tw− 1
2σ2

(Y−Xw)T (Y−Xw)

From the form of the probability density, we can
see that it follows a normal distribution. Then, the
mean will happen when the probability density func-
tion is maximum, so with the first order condition, we
have:

−1

τ
w − (−XT )(Y −Xw)

σ2
= 0⇒(

σ2

τ
I +XTX

)
w = XTY ⇒

w =

(
XTX +

σ2

τ
I

)−1
XTY

Thus, λ = σ2

τ
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2 1-layer Neural Networks as
function approximators

2.1 Step 1

g(x) = φ(wTx + b) is the function that we want to
approximate. Let r = inf{wTx + b : x ∈ [0, 1]d} and
s = sup{wTx + b : x ∈ [0, ]d}. Then, r and s will be
finite, because [0, 1]d is a closed interval. Then we can
find a function hε ∈ span(Hρ) s.t.:

sup{|hε(x) = φ(x)| : x ∈ [r, s]} ≤ ε

Since hε ∈ span(Hρ), then ∃αj , wj , bj such that:

hε(x) =

k∑
j=1

αjρ(wjx+ bj)

Then we can just look at the function f(x) =
hε(w

Tx + b) with f ∈ span(Hρ). We now need to
show that:

sup{|f(x)− g(x)| : x ∈ [0, 1]d} ≤ ε

We already know that: |f(x) − g(x)| = |hε(wTx +
b) − φ(wTx + b)|. Also x ∈ [0, 1]d ⇒ wTx + b ∈ [r, s].
Then:

sup{|f(x)−g(x)| : x ∈ [0, 1]d} = sup{|hε(z)−φ(z)| : z ∈ [r, s]} ≤ ε.

2.2 Step 2

Let m = max{|r|, |s|} Then we can use the Taylor ex-
pansion of the exponential function and the triangle
inequality. Thus:

|ex2 − ex1 | =

∣∣∣∣∣
∞∑
n=0

(
xn2
n!
− xn1
n!

)∣∣∣∣∣ ≤
∞∑
n=0

∣∣∣∣xn2 − xn1n!

∣∣∣∣
≤|x2 − x1|

∞∑
n=1

∣∣∣∣∣∣ 1

n!

n−1∑
j=0

xj2x
n−1−j
1

∣∣∣∣∣∣
≤|x2 − x1|

∞∑
n=1

∣∣∣∣∣∣ 1

n!

n−1∑
j=0

mn−1

∣∣∣∣∣∣
≤|x2 − x1|

∞∑
n=1

∣∣∣∣ mn−1

(n− 1)!

∣∣∣∣
≤em|x2 − x1|.

Thus, the exponential function is a Lipschitz con-
tinuous function in the interval [r, s] with constant
K = em.

3 Linear Basis Function Regres-
sion

3.1 Computing optimal weight for
polynomial basis

We have: φ0(x) = 1, φ1(x) = x, · · · , φM (x) = xM . Let

Φ =


φ0(x1) φ1(x1) · · · φM (x1)
φ0(x2) φ1(x2) · · · φM (x2)

...
...

. . .
...

φ0(xN ) φ1(xN ) · · · φM (xN )

 ,

X =


x1
x2
...
xN

 , Y =


y1
y2
...
yN


Then the optimal weight vector is given by:

w = (ΦTΦ)−1ΦTY

The results of the method shown above are repli-
cated in Figure 1.

Figure 1: Plot replication with polynomial basis

3.2 Gradient Descent with SSE loss

The overall accuracy of the algorithm compared to
the closed form solution was relatively dependent on
the hyperparameters. When varying the initialization,
the number of steps until convergence increases as we
get further from the true value of the vector, but in
stochastic gradient descent this response is less obvi-
ous. In stochastic gradient desent it seems like the
number of iterations is mostly random and does not
really depend on the initialization. This makes sense
because it is much more random than batch gradient
descent. Additionally the final output does not change
by a lot. In Figure 3, we can see how the number of it-
erations until convergence depends on the initialization
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for batch gradient descent(left) and stochastic gradient
descent (right). In specific, the figures are heatmaps
showing the number of iterations needed until conver-
gence with initialization vector of (x, y).

The most important outcome however, is when we
change the step-size and the convergence threshold. In
Figure 2 we can see that in batch gradient descent (Fig-
ure 2a), as the step size increases the error decreases
(this behavior changes as the stepsize increases further
and the algorithm does not converge), while the num-
ber of iterations until convergence increases and then
decreases. Additionally, as the threshold increases, the
error increases too, but the number of iterations until
convergence decreases, both of which are expected.

In stochastic gradient descent, Figure 2b, we can
see that the response is quite similar, just not as ap-
parent.

(a) Batch Gradient Descent

(b) Stochastic Gradient Descent

Figure 2: Algorithm accuracy & number of steps
needed depending on stepsize and convergence thresh-
old

Figure 3: Algorithm performance vs initialization

3.3 Calculating optimal weight for co-
sine function basis

The true weight vector should be [1, 1, 0, 0, · · · ]T . We
find that the first function has coefficients at about
0.78 and the second around 1.1 when computing the
optimal weights for M basis functions. The results are
shown in Figure 4.

When we modify the cosine basis to include
φ0(x) = 1, the weight of the constant term has a small
negative value and so all of the plots shift downwards
a bit. It seems that the fit is a bit better when we
include the constant term.

Figure 4

4 Neural Network Analysis

4.1 Alice’s Neural Network

a)

In the beginning, when we run alice net, we get an
accuracy of 10 % on the training data and 11% on the
test data, meaning that Alice gets a training error of
90% and a testing error of 89 %. The respective loss
is 2.31 and 2.30.

The architecture of alice net is as follows:

1. A convolutional layer with kernel size 5 and
stride size 1 which outputs into 10 channels,
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2. A max pooling layer with kernel and stride size
2 with ReLU activation,

3. A convolutional layer with kernel size 5 and
stride size 1 which outputs from 10 to 20 chan-
nels,

4. A max pooling layer with kernel and stride size
2, ReLU activation function

5. A linear layer of 50 units and ReLU activation,

6. A linear layer with 10 output nodes and a log
softmax activation.

The loss function used is negative log-likelihood and
the network is trained with stochastic gradient de-
scent. alice net also uses a learning rate of 10−5 and
is trained for 10 epochs.

b)

The best error after 10 epochs after fixing her network
is 11% for an accuracy of 89% on the testing data. On
the learning data set, the accuracy was increased from
10% to 92%. The reason the accuracy was so bad ini-
tially is that Alice was using a very small step size.
This meant that the Neural Network was not converg-
ing to a good optimum. With such a small learning
rate it is very easy to get stuck in a local minimum
from the beginning. We fixed it by increasing it from
10−5 to 0.1 which gave us an accuracy of 89% on the
test set. The test loss dropped to 0.3.

c)

When the learning rate is larger than 0.1, the losses
increase. From the data in Table 1, as well as the plots
in Figure 5, we can see that the optimal learning rate
is around 0.1.

When the learning rate is too small, the stochastic
gradient descent cannot converge as it probably gets
stuck somewhere else. This behavior is expected, since
when the stepsize is too small, and the step size in
SGD decreases after each iteration, the algorithm will
not be able to reach the optimum. Additionally if the
step size is too big, the algorithm will explode and di-
verge.

−log ”LR”
Accuracy [%] Loss [%]
Train Test Train Test

0 10 10 2.3106 2.3040
1 91 89 0.2349 0.3
2 86 85 0.4541 0.4296
3 72 72 0.87056 0.4296
4 16 17 2.29 2.2837
5 10 11 2.3079 2.3016
6 10 10 2.3094 2.3031

Table 1: Accuracy & loss depending on learning rate

(a) Training Data (b) Testing Data

Figure 5: Loss against Learning Rates

4.2 Bob’s Neural Network

a)

After ten epochs, the test error of Bob’s network is:
47%, with a loss of 0.0013 and his training error is:
61% with a loss of 1.5432.

The architecture of Bob’s network is very similar to
that of Alice, with the exception that in the last layer
he does no output to a log-softmax function. However,
he instead uses ReLUs. That is his network architec-
ture is as follows:

1. A convolutional layer with kernel size 5 and
stride size 1 which outputs into 10 channels,

2. A max pooling layer with kernel and stride size
2 with ReLU activation,

3. A convolutional layer with kernel size 5 and
stride size 1 which outputs from 10 to 20 chan-
nels,

4. A max pooling layer with kernel and stride size
2, ReLU activation function

5. A linear layer of 50 units and ReLU activation,

6. A linear layer with 10 output nodes and a ReLU
activation function.

His network is trained over 10 epochs using a learning
rate of 0.01

b)

It seems like Bob assigns each class a number and is
trying to perform a regression on the outputs of the
network, since he rounds the output he gets from the
ReLUs and computes the distance to the actual class.
This is obvious from lines 33-34, since he uses the
Mean Squared rror Loss.

loss = F.mse_loss(output.view(target.shape),\

target.float())

pred = torch.round(output)
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In addition, in lines 59-60, bob again uses the sum of
the MSEs as his loss and rounding instead of selecting
the max output.

test_loss += F.mse_loss(output.view(target.shape),\

target.float())

pred = torch.round(output)

c)

It is expected that bob’s approach will not work
well because he is imposing a natural ordering of the
dataset. For example, he assumes that category 1 will
be more different to category 9 that it will be to cate-
gory 6. Also, if at training the network misclassifies an
item from category 5 as an item of category 8, at the
next step it will be more likely not only to be classified
as a category 5, but also as a 6 or 7. Imposing a nat-
ural ordering on the dataset will have a bad outcome
on the network.

A possible fix would be to change the rounding of
the ReLUs for picking the max from a softmax func-
tion, like in Alice’s network.

4.3 Chelsea’s Neural Network

a)

I do not believe her because the number of data she
proposes is much less than the whole dataset. Our net-
work has a very large number of paramaters which is
unlikely to learn consistently from only 100 datapoints
and still be generalizable.

Indeed when training, we can see that the error
with only 100 training points is very high, as is shown
in (b).

b)

In Figure 6, we can see that the error starts at a very
high value as N is close to 0 and quickly becomes lower
at about a value of N = 5000. For higher values of N ,
the loss slowly approaches 0. The test and training
error behave very similarly. The losses follow the op-
posite trajectory.

In order to get an accurate result (higher than 80%
accuracy), we need more than 25000 training data-
points.

Figure 6: Accuracy & Loss as a function of N

4.4 Daniel’s Neural Network

a)

Daniel’s network produces a final training accuracy of:
91% with a loss of: 0.2363 and a final testing accuracy
of: 90% with a loss of: 0.2934 on the fashion MNIST
dataset. On Daniel’s photo set, the network produces
a accuracy of: 51% with a loss of: 2.3449.

b)

It is easily seen that the real world performance is much
lower than the test accuracy. It is also easy to see why
that is. By looking at the pictures, we can see that
all the pictures in the test and the training dataset
are straight, while the pictures in Daniel’s dataset are
slightly rotated towards one direction.

As seen in 7, both of the picture from the training
set (a) and (b), as well as the pictures from the test set
(c) and (d) are straight. However, the pictures from
Daniel’s dataset are slightly rotated (e) and (f).

(a) Train Picture A (b) Train Picture B

(c) Test Picture A (d) Test Picture B

(e) Daniel’s Picture A (f) Daniel’s Picture B

Figure 7: Differences between pictures in different
datasets

A simple strategy we could use is data augmenta-
tion. In essense we try to make our network more gen-
eralizable by introducing slight transformations in our
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training dataset. For example, for each of our training
data points, we could also include one that has been
slightly (and/or significantly) rotated. This technique
is commonly employed in order to increase real-world
accuracy of CNNs.

4.5 Personal Attempt

It was relatively simple to increase the network’s ac-
curacy to 89% just by playing with the learning-rate
hyperparameter. However, going past 90% required
some changes in the network architecture. The changes
I made are summed up in the following:

1. Changed the output of the first layer from 10
channels to 40

2. Changed the output dimension of the second con-
volutional layer from 20 to 80 channels.

3. Changed the linear layer dimension from 50 to
500 units,

4. Added another linear layer with 100 units

5. Added dropout values of between 0.3 and 0.4 in
between each of the layers

6. Increased the training length from 10 to 25
epochs

With the given changes, I was able to reach an
training set accuracy of: 93% with a loss of: 0.0574
and a test set accuracy of: 92% with an average loss
of: 0.0002. The performance can be seen in Figure 8.

Figure 8: Performance and hyperparameters of
changed network

6


